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1 Rigorous Proof of Theorem 1

Theorem 1. Selection Consistency. As the size of observed history n increases, the
probability of CAKE selecting the suboptimal kernel for a query morsel q approaches zero
linearly assuming variance-bounded noise, and exponentially assuming sub-Gaussian noise.

Setup. Let Q ⊂ Rd be compact and let q ∈ int(Q) be fixed. Here, compact (in Rd)
means “closed and bounded”: Q fits inside some ball of finite radius, and it contains its
boundary/limit points. The notation int(Q) denotes the interior of the set Q, i.e.,

int(Q) = {x ∈ Q : ∃r > 0 s.t. B(x, r) ⊆ Q},

where B(x, r) = {y : ∥y−x∥2 < r} is the open Euclidean ball. Intuitively, q ∈ int(Q) means
q is not on the boundary of Q, so there is some nonzero “wiggle room” around q that stays
inside Q. For example, if each coordinate of the feature vector is bounded, i.e., |xj | ≤ Bj

for j = 1, . . . , d, then the feasible set lies inside the hyper-rectangle
∏d

j=1[−Bj , Bj ], so Q is
automatically bounded. If, in addition, Q includes its boundary points (is closed), then in
Rd it is compact (Heine–Borel).

We use the following observation model for the performance (e.g., latency) of kernel
k under context Xi: fk(Xi) is the true (noise-free) cost and εi,k is random noise with
conditional mean zero. We write Yi,k for each k ∈ K to denote these potential outcomes;
in an actual execution, only the value corresponding to the kernel that was run is observed
(i.e., if Ki ∈ K is the kernel chosen on round i, then we observe Yi,Ki

).
Formally, for kernels k ∈ K = {1, . . . ,m},

Yi,k = fk(Xi) + εi,k

Define the RBF weights and normalized weights

wi(q) = exp
(
− ∥Xi − q∥22

h2

)
, w̃i(q) =

wi(q)∑n
j=1 wj(q)

.

Define the weighted mean estimator and effective sample size

µ̂k,n(q) =

n∑
i=1

w̃i(q)Yi,k, Neff(q) =
1∑n

i=1 w̃i(q)2
=

(∑
i wi(q)

)2∑
i wi(q)2

.

The selected kernel by CAKE is

k̂n(q) ∈ argmin
k

µ̂k,n(q).
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Assumptions.

(A1) The feature vector Xi
iid∼ PX with support contained in Q.

(A2) We assume that execution time measurements have noise εi,k, but that the error has
mean 0 conditioned on the feature vector Xi and has bounded variance σ2. Formally,
supk,x E[εk(x)2] ≤ σ2 < ∞ and E[εi,k | Xi] = 0.

(A3) Smoothness (Lipschitz): we assume fk is smooth. If two morsels have similar feature
vectors a and b, we assume there is an L such that |fk(a) − fk(b)| ≤ L∥a − b∥2 for
all k.

(A4) Separation (Margin): we assume there is a unique best kernel, k∗, at a point x that
beats the second-best by a margin of ∆ > 0

k⋆(q) ∈ argmin
k

fk(q), ∆(q) = min
k ̸=k⋆(q)

(
fk(q)− fk⋆(q)(q)

)
> 0.

Define the smoothed target (expectations are over X ∼ PX):

µk,h(q) =
EX∼PX

[
w(X, q) fk(X)

]
EX∼PX

[
w(X, q)

] , w(X, q) = exp
(
− ∥X − q∥2

h2

)
.

Let k⋆h(q) ∈ argmink µk,h(q) and define the smoothed margin

∆h(q) = min
k ̸=k⋆

h(q)

(
µk,h(q)− µk⋆

h,h
(q)

)
.

Lemma 1 (Effective sample size is linear in n). For fixed h > 0,

Neff(q)

n

a.s.−−−−→
n→∞

(
EX∼PX

[w(X, q)]
)2

EX∼PX
[w(X, q)2]

=: ch(q) ∈ (0,∞).

Hence,
Neff(q) = Θ(n) a.s.

Proof. Recall

Neff(q) =

(∑n
i=1 wi(q)

)2

∑n
i=1 wi(q)2

.

Rewriting by factoring out n from both sums gives

Neff(q) =

(
n · 1

n

∑n
i=1 wi(q)

)2
n · 1

n

∑n
i=1 wi(q)2

= n ·

(
1
n

∑n
i=1 wi(q)

)2

1
n

∑n
i=1 wi(q)2

.

Since 0 < wi(q) ≤ 1 for all i, we have E[wi(q)] < ∞ and E[wi(q)
2] < ∞. By the strong law

of large numbers,

1

n

n∑
i=1

wi(q)
a.s.−−−−→

n→∞
EX∼PX

[w(X, q)],
1

n

n∑
i=1

wi(q)
2 a.s.−−−−→

n→∞
EX∼PX

[w(X, q)2].

Because E[w(X, q)] > 0 and E[w(X, q)2] > 0 (the weights are strictly positive), the ratio
converges a.s.

Neff(q)

n

a.s.−−−−→
n→∞

(
EX∼PX

[w(X, q)]
)2

EX∼PX
[w(X, q)2]

=: ch(q) ∈ (0,∞).

In particular, Neff(q) = Θ(n) almost surely.
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Lemma 2 (Weighted radius converges to a constant). Define the empirical weighted radius

ρn(q) :=

n∑
i=1

w̃i(q) ∥Xi − q∥ =
1
n

∑
i wi(q)∥Xi − q∥
1
n

∑
i wi(q)

.

Then

ρn(q)
a.s.−−−−→

n→∞
ρh(q) : =

EX∼PX

[
w(X, q) ∥X − q∥

]
EX∼PX

[
w(X, q)

]
= EX∼Ph(·|q)[∥X − q∥].

where Ph(· | q) is the distribution on Q with density proportional to w(·, q).

Proof. Write

ρn(q) =
An(q)

Bn(q)
, An(q) :=

1

n

n∑
i=1

wi(q) ∥Xi − q∥, Bn(q) :=
1

n

n∑
i=1

wi(q).

Since 0 < wi(q) ≤ 1 and ∥Xi − q∥ is integrable (e.g., Q is bounded), both random variables
wi(q) and wi(q) ∥Xi − q∥ have finite expectations. Therefore, by the strong law of large
numbers,

An(q)
a.s.−−−−→

n→∞
EX∼PX

[
w(X, q) ∥X − q∥

]
, Bn(q)

a.s.−−−−→
n→∞

EX∼PX
[w(X, q)].

Moreover, Bn(q) > 0 for all n since each wi(q) > 0, and the limit satisfies EX∼PX
[w(X, q)] >

0. Hence, by the continuous mapping theorem applied to the function (a, b) 7→ a/b on
R× (0,∞),

ρn(q) =
An(q)

Bn(q)

a.s.−−−−→
n→∞

EX∼PX

[
w(X, q) ∥X − q∥

]
EX∼PX

[w(X, q)]
=: ρh(q).

Lemma 3 (Margin preservation). Assume Lipschitz (A3). For any k ̸= k⋆(q),

µk,h(q)− µk⋆,h(q) ≥ ∆(q)− 2Lρh(q).

In particular, if
∆eff(q, h) := ∆(q)− 2Lρh(q) > 0,

then k⋆h(q) = k⋆(q) and ∆h(q) ≥ ∆eff(q, h).

Proof. Recall that

µk,h(q) =
EX∼PX

[
w(X, q) fk(X)

]
EX∼PX

[w(X, q)]
, w(X, q) = exp

(
− ∥X − q∥2

h2

)
.

Equivalently, if we define the probability measure Ph(· | q) on Q with density proportional
to w(·, q), then

µk,h(q) = EX∼Ph(·|q)[fk(X)].

Therefore,
µk,h(q)− µk⋆,h(q) = EX∼Ph(·|q)

[
fk(X)− fk⋆(X)

]
.

Fix any x ∈ Q. By adding and subtracting values at q and applying the triangle
inequality,

fk(x)− fk⋆(x) =
(
fk(q)− fk⋆(q)

)
+
(
fk(x)− fk(q)

)
−

(
fk⋆(x)− fk⋆(q)

)
≥

(
fk(q)− fk⋆(q)

)
−
∣∣fk(x)− fk(q)

∣∣− ∣∣fk⋆(x)− fk⋆(q)
∣∣.
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By the Lipschitz assumption (A3),∣∣fk(x)− fk(q)
∣∣ ≤ L∥x− q∥,

∣∣fk⋆(x)− fk⋆(q)
∣∣ ≤ L∥x− q∥,

so
fk(x)− fk⋆(x) ≥

(
fk(q)− fk⋆(q)

)
− 2L∥x− q∥.

Since k⋆(q) is optimal at q, for k ̸= k⋆(q) we have fk(q)− fk⋆(q) ≥ ∆(q), hence

fk(x)− fk⋆(x) ≥ ∆(q)− 2L∥x− q∥.

Taking expectation under X ∼ Ph(· | q) gives

µk,h(q)− µk⋆,h(q) ≥ ∆(q)− 2LEX∼Ph(·|q)[∥X − q∥] = ∆(q)− 2Lρh(q),

which is the desired bound.

Lemma 4 (Selection consistency and rates). Assume (A1), (A2), (A3), (A4), and fix a
constant h > 0 such that ∆eff(q, h) = ∆(q)− 2Lρh(q) > 0. Then

Pr(k̂n(q) = k⋆(q)) → 1.

Moreover, with only finite second moments, for all large n,

Pr(k̂n(q) ̸= k⋆(q)) ≤ C(m− 1)σ2

∆eff(q, h)2
· 1

Neff(q)
+ o(1) = O

( 1

n

)
,

and under conditional sub-Gaussian noise,

Pr(k̂n(q) ̸= k⋆(q))

≤ 2(m− 1) exp
(
− c

∆eff(q, h)
2

σ2
Neff(q)

)
+ o(1)

= 2(m− 1) exp(−Θ(n)).

Proof. Fix k ̸= k⋆(q) and consider the estimated gap

∆̂k,n(q) = µ̂k,n(q)− µ̂k⋆,n(q) =

n∑
i=1

w̃i(q)
(
(fk(Xi)− fk⋆(Xi)) + (εi,k − εi,k⋆)

)
.

Let ρn(q) =
∑

i w̃i∥Xi − q∥. By the same Lipschitz step used in Lemma 3,∑
i

w̃i(q) (fk(Xi)− fk⋆(Xi)) ≥ ∆(q)− 2Lρn(q).

By Lemma 2, ρn(q) → ρh(q) a.s., so for any η > 0, w.p. 1 − o(1), ρn(q) ≤ ρh(q) + η,
hence the conditional mean gap is at least ∆(q)− 2L(ρh(q)+ η) = ∆eff(q, h)− 2Lη. Choose
η = ∆eff(q, h)/(4L) so this lower bound becomes ∆eff(q, h)/2.

Conditional on X1:n,

Var
(
∆̂k,n(q) | X

)
≤

∑
i

w̃i(q)
2 Var(εi,k − εi,k⋆ | Xi)

≤ 4σ2
∑
i

w̃i(q)
2 =

4σ2

Neff(q)
.

On the high-probability event above, Chebyshev gives

Pr(∆̂k,n(q) ≤ 0 | X) ≤ Pr
(
∆̂k,n(q)− E[∆̂k,n(q) | X] ≤ −∆eff/2

∣∣∣ X)
≤ 4σ2

(∆eff/2)2
· 1

Neff(q)
.

Union bound over k ̸= k⋆ yields the polynomial bound (with C = 16). Under conditional
sub-Gaussian noise, apply the sub-Gaussian tail bound for weighted sums to get the expo-
nential bound. Finally use Lemma 1: Neff(q) = Θ(n) for fixed h.
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2 Cumulative Distribution Functions of Query Latency

Heuristic SingleBest UCB Ours Optimal

1

Figure 1: IMDb: Cumulative Distribution Function (CDF) for query latencies. A gap be-
tween the curves indicates strictly better performance (at all quantiles) of the lower curve.
❶ shows the performance gain of our method over the heuristic baseline, achieving perfor-
mance nearly indistinguishable from the optimal oracle at P80.
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Figure 2: Stack: Cumulative Distribution Function (CDF) for query latencies.
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Figure 3: DSB: Cumulative Distribution Function (CDF) for query latencies.
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